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In this talk, we will describe our approach of using natural language processing for network engineering to dramatically 
simplify network configuration with intent-based north-bound interfaces. As demonstrated at the 2016 Supercomputing 
conference, using our tool, INDIRA (Intelligent Network Deployment Intent Renderer), allows end-users to ‘talk’ in English 
to the network, converting their needs into network commands, automatically instigating OpenNSA (for multi-domain 
network path provisioning), Globus (for big data file transfers) or catering to other performance needs. Compared to current 
approaches, INDIRA uses ontology engineering such as semantics (OWL, RDF) and data dictionaries, to allow both, a 
‘human-like’ conversation with the network for intent capture and a one-command intent rendering over the network. 
INDIRA’s focus areas include user-friendly approach, automating network provisions, technology-agnostic integration and 
allowing network feedback to users. Current results have demonstrated enhancement of user-network experience via a chat-
like method, automated path provisioning, configuration of file transfers with QoS and optimizing network performance for 
science applications. 
 

1. Introduction and Motivation 
Globally distributed scientific experiments involve complex data-intensive activities with world-wide collaborations. These 
involve movements of massive data volumes, management of data-transfer latencies, complex workloads and various 
performance requirements from network and compute resources. In practice, users have to request network resources, 
service offerings and related technologies, manually to provision network paths or use tools like OSCARS or OpenNSA [3, 
4]. To help automate this process, SDN can centrally control network flows and dynamically optimize network performance 
based on traffic demands. However, these configurations involve multiple complex network provisioning commands and 
dependency on the current architecture.  

SDN controllers (e.g. Ryu, ONOS, Openflow [3]) use south-bound interfaces (SBI) to control network resources 
via rendered rules. Alternatively, north-bound interfaces (NBI) connected to SDN controllers, can relay ‘how-to’ commands 
for how-to provision networks underneath. These interfaces process high-level queries, defined as a descriptive language 
like “allow traffic between A and B”, translated into prescriptive commands such as “A:10.0.0.1 B:10.0.0.2 set rule=allow”. 

In order to simplify intent to networks, INDIRA [1] is designed to interface between users and SDN-NBIs. It follows 
a four-step approach, (1) network service is requested, (2) responded to, (3) selected for most appropriate configuration and 
finally (4) confirmed back to users. It allows heterogeneous devices to be discovered at run-time, also giving users 
alternative options, if intent is not satisfied. Using sematic ontologies, INDIRA converses with users, processing their 
queries, translating to network commands, performs checks for policy and user permissions. It then interfaces with network 
tools to render the intent on the network automatically, at the same time, communicating back to users about network state. 
Being technology agnostic, INDIRA is easily deployable on multiple network architectures, allows cross-domain interaction 
and is easily extensible for multiple network tools. 
 

2. Current Work 

 
Figure 1: INDIRA Framework and interaction with network 

Using ontologies, INDIRA digests intent, to 
understand relationships between services 
and arguments (Figure 1). It constructs RDF 
graphs of intent as a triplet – Subject (Service 
or Condition), relationship (has Arguments) 
and objects (multiple parameters) [1]. For 
example, intent “For Project1 connect from 
LBL to ANL”, the RDF represents two 
relationships (a) Project1 hasService Connect 
and (b) Connect hasArguments LBL, ANL.  
 
Figure 2 shows a more complex intent being 
parsed, “For project 1, connect sites ANL to 
LBL, with condition nobwlimit, nolimit and 
start time now”.  
 



The recorded values can then be easily converted to network provisioning commands to automatically configure networks 
and rules. These RDF graphs can be extended for more complex relationships such as ‘hasService’, ‘hasTime’ or 
‘hasBandwidth’ to allow SPARQL queries to extract relevant information to reduce processing time. 

 
Figure 2: INDIRA finds relevant services and conditions, with their arguments. It 

then replaces all values with network commands.	

INDIRA looks for keywords and creates 
services and conditions. After the RDF 
conversion, it can then render to specific 
network commands, such as 
• For sites ANL and LBL, replace with 

urn addresses.  
• For ‘nobwlimit’ and ‘nolimit’, 

recognize that these are the same, so 
one is removed.  

• Even if the user asks for no bandwdith 
limit, the maximum allowed is 5 
Gbps, which is recorded. 

• For time ‘now’, it returns current 
system time, the intent is recorded. 

 

3. How INDIRA is unique 
Multiple research and industry efforts have used intent ontologies. Boulder defines objects as constraints and conditions 

on network state. NEMO defines intent as collection of objects, operation and results, where operation contains conditions 
and results denoting expected or avoidable network states. However, these efforts focus on embedding policies and network 
specific information in intent configuration steps [5, 6]. Comparitively, INDIRA is a complete toolkit, with language, checks 
and translation with no network knowledge dependency. Unlike NIC and ONOS, it does not need multiple complex network 
configuration commands, does not need users to remember complex addresses and can easily summarize multiple conditions 
into one intent. Through an easy-to-use interface, users can monitor their intents, see how the network responds and have 
more information on why their network requests ‘failed’. These capabilities do not exist with any of the current intent projects. 
Additionally, rather than focusing on complex network scenarios, INDIRA is specific to science applications. It has 
conceptualized and implemented how science intents can be communicated, reducing complexity for network engineers and 
scientists. 

4. Conclusions and Future Work 
Intent-NBI can allow automated and dynamic path setup between network providers. Easily recognizing needs and using 

an ontology-based approach to communicate with users, can dramatically improve network research. However, with future 
enhancements, INDIRA can be made into a truly flexible tool. With RDF graphs saving intents dynamically and linking them 
together, current network states can be continuosly improved with every arriving intent. More complex services and 
conditions, such as AND or OR, can help users create their own network scenarios suitable for their project needs Additionally 
using machine learning algorithms, INDIRA can be thought to predict user/application needs in advance, preventing any 
network setup delays for regular users. More informative feedbacks to users can help refine intent further, which is important 
for self-discovery, programmability and automation. 

We envisage that INDIRA provides an innovative way to improve network management of scientific workflows, 
removing manual dependency on how to setup a network circuits, making experimnetation and collaboration easier for future 
science demands. 
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